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Before we start...

Welcome to the Space-time reading group!

This quarter we’ll be discussing current research in spatial statistics
including our current group members’ projects.

We hope that everyone will be able to learn and participate
regardless of background/familiarity with spatial statistics.

Please reach out with questions/comments/suggestions!

If you are interested in presenting, please let us know which weeks
would work for you.
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Motivation

Numerical climate model runs produce huge amounts of data and
storing this output is unsustainable.

Is it possible to “compress” model output using a model and
summary statistics to describe the full output?

This would allow us to capture most or all of the information in
the output using considerably less storage. We could “decompress”
our compressed output by computing conditional expectations and
simulations (conditioning on our stored summary statistics)
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Background

Compression methods often work by projecting data onto a basis
(wavelets, harmonic bases) and storing the first few dimensions.
However, these algorithms don’t store measures of uncertainty.

Another approach is, given data Y , to fit a statistical model
f (Y | θ) with estimated model parameters θ and store the model
parameters as the compressed dataset.

The authors claim ”these methods are not designed to reconstruct
individual model runs, which is of interest for compressing large
ensemble projects that investigate internal variability in the climate
models.”
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Temperature forecasts

For illustration, the authors use a data set of one year of daily
mean temperature predictions recorded on a 190 × 288 lat/lon
grid (≈ 19.97 million observations)

Let Y (x , t) be the mean temp. pred. at location x and day t.
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Temperature forecasts
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Outline

1. Store summary statistics S(Y ) of data Y
I Here, S(Y ) are Fourier coefficients.

2. Estimate model for conditional distribution f (Y | S(Y )):
I Specified using the spectral densities of the Fourier coefficients
Y and half spectral model : stationary in time, but
non-stationary in space.

3. In order to “decompress” the stored output, use “conditional
emulation” to draw from f (Y | S(Y )).
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Frequency Domain

Let f (t) : R→ C be an integrable function. The Fourier transform
of f is

F (ω) =

∫
R
f (t) exp(−iωt)dt

Here ω represents a temporal frequency. For our purposes we can
assume a one-to-one correspondence between a function and its
transform. The function f lives in the time space and its transform
F lives in the frequency space.

Instead of working directly with f , it may be more convenient to
use F to build our model.
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Discrete Fourier Transforms

The discrete Fourier transform converts a finite series of samples
from a continuous function (in time, for example) to a finite series
of samples from a continuous function in the frequency space.

Let t = 1, . . . ,T = 365 and ωk = 2πk/T

Y(ωk ; x) :=
1√
T

T∑
t=1

Y (x , t) exp(−iωkt)

We can think of the DFT as a discrete approximation of a Fourier
series, which decomposes our original signal into the sum of sine
waves.
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Fast Fourier Transforms

Thanks to Cooley and Tukey (1965) (or perhaps Gauss (1805)) we
have a fast algorithm, the Fast Fourier Transform, for computing
the DFT.

This makes fitting this model feasible–we can quickly compute the
DFTs for each location and use this frequency representation of
our data for compressing our model.
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Half-spectral model

As presented by Horrell and Stein (2017):
Let K (x , t) be a stationary, continuous covariance function with
integrable spectral density k(λ, ω) where λ ∈ R2, ω ∈ R.

Then

K (x , t) =
1

(2π)2+1

∫
R

∫
R2

k(λ, ω) exp(ixTλ+ itω)dλdω
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Half-spectral model

If we integrate over “spatial frequency” λ, we see

K (x , t) =

∫
R
f (ω)C(xδ(ω)))exp(iθ(ω)φT x)exp(itω)dω

where

I f is a spectral density in time

I C is a covariance function in space and δ is a function that
helps specify space-time interactions

I θ and φ further parametrize the space-time interactions
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Half-spectral model

Essentially, we specify correlation in time through the spectral
density f and correlation in space through C.

This allows us to specify a nonseparable model...
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Nonstationary, nonseparable space-time model

Y (x , t) ≈ µ(x , t) +
1√
T

T−1∑
k=0

exp(iωkt)Y(ωk , x)

where

µ(x , t) = µ0 + µ1 exp(iω1t) + µ∗1 exp(iωT−1t);

E (Y(ωk , x)Y(ωj , y)∗) =

{√
f (ωk ; x)f (ωk ; y)C (x , y ;ωk) if k = j

0 if k 6= j

Here, C (x , y ;ω) is a coherence function and f (ω; x) is the spectral
density of the time series at location x .
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Nonstationary, nonseparable space-time model

As best as I can understand, this model is fit by specifying

1. Spectral densities f (ω; x) for each location x ;

2. Coherence function C (x , y ;ω) for each frequency ωk

I In particular, this imposes a Gaussian process model on the
Fourier coefficients Y(ωk , x)

3. Mean function µ(x , t) for each location x and time t.
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Semiparametric spectral density specification

f (ω; x) = exp

(
u0(ω) +

K∑
k=1

θk(x)uk(ω)

)

I θ1(x), . . . , θK (x) are unknown parameters for each location x

I u0(ω), . . . , uK (ω) are data-dependent components of the log
spectra:

u0(ω) = log

(
1

n

n∑
i=1

|Y(ω; xI )|2
)

;

u1, . . . , uK are the first K principal components of the log of
smoothed and normalized periodograms (???)

The authors set K = 1.
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Coherence function specification

Recall

E (Y(ωk , x)Y(ωj , y)∗) =

{√
f (ωk ; x)f (ωk ; y)C (x , y ;ωk) if k = j

0 if k 6= j

The authors model

C (x , y ;ω) = K (||x − y ||;κ(ω))

where K is Matérn covariance with variance 1 and smoothness 1.
κ(ω) is inverse range parameter depending on ω.

Takeaway: The authors model the (discrete) Fourier coefficients
as Gaussian processes with Matérn covariance, independent across
frequencies.
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Computational note

Using an integer smoothness for C allows the authors to use an
SPDE representation of the fields of Fourier coefficients.

This yields computational savings for model estimation and for
performing conditional draws from the final model, allowing users
to “decompress” the compressed output on ordinary computers.

Based on this model, the authors store

I 3 parameters for µ(x , t);

I n parameters for θ(x);

I T parameters for u(ω);

I T/2 parameters for κ(ω);

for a total of 3 + n + 3T/2 parameters
(hopefully much less than n × T !)
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Summary statistic selection

Beyond the model parameters, the authors also propose to store a
set of summary statistics S(Y ) for additional information on the
uncompressed dataset.

In particular, they propose to store a subset of Fourier coefficients
Y(ωK ; x)

Why?

I Based on the model, we can easily simulate the remaining Fourier
coefficients conditional on the stored coefficients for each frequency

I Based on the data, many of the temperature time series can be
effectively approximated given just a few low-frequency Fourier
coefficients
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Summary statistic selection

The size of S(Y ) will be determined by the desired compression
ratio (ratio of size of full dataset to size of compressed dataset)

Some complications involving storing complex numbers and
metadata concerning the frequency-location papers later...

Let’s say we’re storing N Fourier coefficients:

S(Y ) = (Y(ω1; x1), . . . ,Y(ωN ; xN))
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Model estimation

How do we choose model parameters and N Fourier coefficients to
best compress the original dataset?

The authors propose to maximize the conditional likelihood based
on the summary statistics S(Y ).

Obviously this asks us to optimize over many, many potential
models, so the authors propose a greedy summary statistic
selection algorithm and estimate the parameters θ and µ just once,
at the beginning.
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Model estimation

Estimating the range parameter κ(ωk) and selecting the N Fourier
coefficients to store is done for each frequency by maximizing the
conditional likelihood for κ(ωk) based on the Fourier coefficients
stored at frequency ωk .

Note that this is vastly simplified by:

I Assuming Fourier coefficients are independent across
frequencies

I Using SPDE representation for the fields of Fourier coefficients
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Model estimation: Selecting Fourier coefficients

First, estimate κ(ωk) using the marginal likelihood. Define

R(ωk ; x) = Y(ωk ; x)− Ŷ(ωk ; x)

to be the residual for predicting Y(ωk ; x) from S(Y ).

Essentially, the authors’ selection algorithm selects Fourier
coefficients at locations and frequencies for which the residual is
largest, and then updates the residuals.
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Decompression

Based on the stored Fourier coefficients and model parameters, we
can “decompress” the compressed data set by computing Ŷ(ωk ; x)
for each frequency and location.

Temperature values can then be recovered by computing inverse
discrete Fourier transforms of the predicted Fourier coefficients
Ŷ(ωk ; x).

24



Results

For validation, the authors’ compare their decompressed dataset
with the original dataset by computing pixel-wise root mean
squared prediction error (RMSPE):

s(x) =

√√√√ 1

T

T∑
t=1

(
Y (x , t)− Ŷ (x , t)

)2

25



Results
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Results

Define δlat such that

Y (x , t)− Y (x + δlat , t)

is a one-pixel north-south contrast and δlon such that

Y (x , t)− Y (x + δlon, t)

is a one-pixel east-west contrast.

Then we can estimate the contrast variances

North− South :
1

T

T∑
t=1

(Y (x , t)− Y (x + δlat , t))2 ...
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Discussion

1. “The model assumes that the standardized coefficients
Y(ωk , x)/f (ωk , x)1/2 form an isotropic Gaussian process over
the globe.”

2. This model assumes stationarity in time for each location.

3. This approach may be sensitive to the algorithm used for
parameter estimation, and the authors do not pursue any
model inference.

4. The authors suggest this method works well with temperature
but that it may not be so appropriate with precipitation and
other obviously non-Gaussian fields.
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Discussion

1. What is an intuitive way to understand this method of
modeling a field indirectly through specifying a model on its
Fourier coefficients?

2. How does this method seem practical or impractical?

3. Is there any obvious way in which the decompressed dataset
would by systematically different from the original
uncompressed dataset?

33



References

J. Guinness and D. Hammerling, “Compression and
Conditional Emulation of Climate Model Output,” Journal of
the American Statistical Association, vol. 113, pp. 56–67, Jan.
2018.

M. T. Horrell and M. L. Stein, “Half-spectral spacetime
covariance models,” Spatial Statistics, vol. 19, pp. 90–100,
Feb. 2017.

D. W. Kammler, A First Course in Fourier Analysis.
Cambridge University Press, 2 ed., 2008.

A. Gelfand, M. Fuentes, P. Guttorp, and P. Diggle, Handbook
of Spatial Statistics.
Chapman & Hall/CRC Handbooks of Modern Statistical
Methods, Taylor & Francis, 2010.

34



Helpful Resources

Continuous Spatial Processes:

I Handbook of Spatial Statistics, edited by Gelfand, Diggle,
Fuentes, and Guttorp

I Interpolation of Spatial Data by Stein

I Statistics for Spatial Data by Cressie

I Statistics for Spatio-Temporal Data by Cressie and Wikle
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